
• Soft Policy Iteration

– Soft Policy Evaluation

𝑄𝑘+1 = 𝒯𝜋𝑄𝑘; Sequence 𝑄𝑘 converges as 𝑘 → ∞
If entropy augmented reward is:

𝑟𝜋 𝑠𝑡 , 𝑎𝑡 ≜ 𝑟 𝑠𝑡 , 𝑎𝑡 + 𝔼𝑠𝑡+1∼𝑝 ℋ 𝜋 ⋅ |𝑠𝑡+1  

The update rule can be rewritten as: 
𝑄 𝑠𝑡 , 𝑎𝑡 ← 𝑟𝜋 𝑠𝑡 , 𝑎𝑡 + 𝛾𝔼𝑠𝑡+1∼𝑝,𝑎𝑡+1∼𝜋

𝑄 𝑠𝑡+1, 𝑎𝑡+1

– Soft Policy Improvement
𝜋𝑛𝑒𝑤 ⋅ 𝑠𝑡 = arg min

𝜋′∈ Π
𝐷𝐾𝐿 𝜋′ ⋅ |𝑠𝑡 ∥ 𝑒𝑄𝜋𝑜𝑙𝑑 𝑠𝑡 ,⋅ −log 𝑍𝜋𝑜𝑙𝑑 𝑠𝑡  

𝜋𝑛𝑒𝑤 ⋅ 𝑠𝑡 = arg min
𝜋′∈ Π

𝐽𝜋𝑜𝑙𝑑
𝜋′ ⋅ |𝑠𝑡  

𝐽𝜋𝑜𝑙𝑑
𝜋𝑛𝑒𝑤 ⋅ |𝑠𝑡 ≤ 𝐽𝜋𝑜𝑙𝑑

𝜋𝑜𝑙𝑑 ⋅ |𝑠𝑡 . Hence,

𝔼𝑎𝑡∼𝜋𝑛𝑒𝑤
log 𝜋𝑛𝑒𝑤 𝑎𝑡 , 𝑠𝑡 − 𝑄𝜋𝑜𝑙𝑑 𝑠𝑡 , 𝑎𝑡 + log 𝑍𝜋𝑜𝑙𝑑 𝑠𝑡 ≤

𝔼𝑎𝑡∼𝜋𝑜𝑙𝑑
log 𝜋𝑜𝑙𝑑 𝑎𝑡 , 𝑠𝑡 − 𝑄𝜋𝑜𝑙𝑑 𝑠𝑡 , 𝑎𝑡 + log 𝑍𝜋𝑜𝑙𝑑 𝑠𝑡  

Since, partition function 𝑍𝜋𝑜𝑙𝑑 depends only on state, the 

inequality becomes
𝔼𝑎𝑡∼𝜋𝑛𝑒𝑤

𝑄𝜋𝑜𝑙𝑑 𝑠𝑡 , 𝑎𝑡 − log 𝜋𝑛𝑒𝑤 𝑎𝑡|𝑠𝑡 ≥ 𝑉𝜋𝑜𝑙𝑑 𝑠𝑡

𝑄𝜋𝑜𝑙𝑑 𝑠𝑡 , 𝑎𝑡 = 𝑟 𝑠𝑡 , 𝑎𝑡 + 𝛾𝔼𝑠𝑡+1∼𝑝 𝑉𝜋𝑜𝑙𝑑 𝑠𝑡+1

𝑄𝜋𝑜𝑙𝑑 𝑠𝑡, 𝑎𝑡 ≤ 𝑟 𝑠𝑡, 𝑎𝑡 + 𝛾𝔼𝑠𝑡+1∼𝑝 𝔼𝑎𝑡+1∼𝜋𝑛𝑒𝑤
𝑄𝜋𝑜𝑙𝑑 𝑠𝑡+1, 𝑎𝑡+1 − log 𝜋𝑛𝑒𝑤 𝑎𝑡+1|𝑠𝑡+1

– Soft Actor – Critic

𝐽𝑉 𝑤𝑉 = 𝔼𝑠𝑡∼𝒟

1

2
𝑉𝑤𝑉

𝑠𝑡 − 𝔼𝑎𝑡∼𝜋𝜃
𝑄𝑤𝑄

𝑠𝑡 , 𝑎𝑡 − log 𝜋𝜃 𝑎𝑡|𝑠𝑡

2

𝐽𝑄 𝑤𝑄 = 𝔼 𝑠𝑡 ,𝑎𝑡 ∼𝒟

1

2
𝑄𝑤𝑄

𝑠𝑡 , 𝑎𝑡 − ෠𝑄 𝑠𝑡 , 𝑎𝑡

2

෠𝑄 𝑠𝑡 , 𝑎𝑡 = 𝑟 𝑠𝑡 , 𝑎𝑡 + 𝛾𝔼𝑠𝑡+1∼𝑝 𝑉ഥ𝑤𝑣
𝑠𝑡+1  

𝐽𝜋 𝜃 = 𝔼𝑠𝑡∼𝒟 𝐷𝐾𝐿 𝜋𝜃 ⋅ |𝑠𝑡 ∥ 𝑒
𝑄𝑤𝑄

𝑠𝑡 ,⋅ −log 𝑍𝑤𝑄
𝑠𝑡  

Soft Actor Critic
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Algorithm 1: Soft Actor – Critic

Initicalize parameter vectors 𝑤𝑉 , ഥ𝑤𝑉 , 𝑤𝑄 , 𝜃

for 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛 = 1,2, … do

      for 𝑡𝑖𝑚𝑒𝑠𝑡𝑒𝑝 = 1,2, … , 𝑁 do

           𝑎𝑡 ∼ 𝜋𝜃 𝑎𝑡|𝑠𝑡

            𝑠𝑡+1 ∼ 𝑝 𝑠𝑡+1|𝑠𝑡 , 𝑎𝑡

            𝒟 ← 𝒟 ∪ 𝑠𝑡 , 𝑎𝑡 , 𝑟 𝑠𝑡 , 𝑎𝑡 , 𝑠𝑡+1

      end for

      for 𝑡𝑖𝑚𝑒𝑠𝑡𝑒𝑝 = 1,2, … , 𝑁 do

           𝑤𝑉 ← 𝑤𝑉 − 𝜆𝑉
෡∇𝑤𝑉

𝐽𝑉 𝑤𝑉

            𝑤𝑄𝑖
← 𝑤𝑄𝑖

− 𝜆𝑄𝑖
෡∇𝑤𝑄𝑖

𝐽𝑄 𝑤𝑄𝑖
 for 𝑖 ∈ 1, 2

            𝜃 ← 𝜃 − 𝜆𝜋
෡∇𝜃𝐽𝜋 𝜃

            ഥ𝑤𝑉 ← 𝜏𝑤𝑉 + 1 − 𝜏 ഥ𝑤𝑉

      end for

end for

𝑄𝜋 𝑠𝑡 , 𝑎𝑡 = 𝔼𝑠𝑡+1,𝑎𝑡+1,… ∑𝑙=0
∞ 𝛾𝑙𝑟(𝑠𝑡+𝑙) ,

𝑉𝜋 𝑠𝑡 = 𝔼𝑎𝑡,𝑠𝑡+1,… ∑𝑙=0
∞ 𝛾𝑙𝑟(𝑠𝑡+𝑙) ,

Policy Evaluation

𝑉𝑖+1
𝜋𝑘 𝑠 = ∑𝑠′ 𝑃 𝑠′ 𝑠, 𝜋𝑘 𝑠 𝑟 + 𝛾𝑉𝑖

𝜋𝑘 𝑠′  

Policy Improvement

𝜋𝑘+1 𝑠 = argmax
𝑎

∑𝑠′ 𝑃 𝑠′ 𝑠, 𝑎 𝑟 + 𝛾𝑉𝜋𝑘 𝑠′  

∇𝐽 𝜃 = 𝔼𝜋 𝐺𝑡
∇𝜋 𝑎 𝑠, 𝜃
𝜋 𝑎 𝑠, 𝜃  

∇J 𝜃 ∝ ∑𝑠 𝜇 𝑠 ∑𝑎 𝑞𝜋 𝑠, 𝑎 − 𝑏 𝑠 ∇𝜋 𝑎 𝑠, 𝜃  

∇𝐽 𝜃 = 𝔼𝜋 ∇𝜃 log 𝜋𝜃 𝑎𝑡| 𝑠𝑡
መ𝐴𝑡  

𝜌𝜋: Trajectory distribution induced 

by a policy 𝜋.

𝜌𝜋 𝑠𝑡  & 𝜌𝜋(𝑠𝑡 , 𝑎𝑡) state marginal of 

trajectory distribution induced by 

policy 𝜋(𝑠𝑡 , 𝑎𝑡)

Max-Entropy RL

𝐽 𝜋 = ෍

𝑡=0

𝑇

𝔼(𝑠𝑡 ,𝑎𝑡)∼𝜌𝜋
𝑟 𝑠𝑡 , 𝑎𝑡 + 𝛼ℋ 𝜋(⋅ |𝑠𝑡)

Soft action value function
𝒯𝜋𝑄 𝑠𝑡 , 𝑎𝑡 ≜ 𝑟 𝑠𝑡 , 𝑎𝑡 + 𝛾𝔼𝑠𝑡+1∼𝑝 𝑉 𝑠𝑡+1

Soft state value function

𝑉 𝑠𝑡 = 𝔼𝑎𝑡∼𝜋 𝑄 𝑠𝑡 , 𝑎𝑡 − log 𝜋 𝑎𝑡|𝑠𝑡

Partition function: 𝑍𝜋𝑜𝑙𝑑 𝑠𝑡

𝜃: Policy parameters

𝑤𝑉: State – value parameters

𝑤𝑄: Action – value parameters

Tabular Representation

• Soft Actor – Critic
෡∇𝑤𝑉

𝐽𝑉 𝑤𝑉 = ∇𝑤𝑉
𝑉𝑤𝑉

𝑠𝑡 ቀ

ቁ

𝑉𝑤𝑉
𝑠𝑡 − 𝔼𝑎𝑡∼𝜋𝜃

ቂ

ቃ

𝑄𝑤𝑄
𝑠𝑡 , 𝑎𝑡 −

log 𝜋𝜃 𝑎𝑡|𝑠𝑡  

෡∇𝑤𝑄
 𝐽𝑄 𝑤𝑄 = ∇𝑤𝑄

𝑄𝑤𝑄
𝑠𝑡 , 𝑎𝑡 𝑄𝑤𝑄

𝑠𝑡 , 𝑎𝑡 − 𝑟 𝑠𝑡 , 𝑎𝑡 − 𝛾𝑉ഥ𝑤𝑣
𝑠𝑡+1  

෠𝑄 𝑠𝑡 , 𝑎𝑡 = 𝑟 𝑠𝑡 , 𝑎𝑡 + 𝛾𝔼𝑠𝑡+1∼𝑝 𝑉ഥ𝑤𝑣
𝑠𝑡+1  

𝑎𝑡 = 𝑓𝜃 𝜖𝑡; 𝑠𝑡  

෡∇𝜃  𝐽𝜋 𝜃 = ∇𝜃 log 𝜋𝜃 𝑎𝑡|𝑠𝑡 + ቀ

ቁ

∇𝑎𝑡
log 𝜋𝜃 𝑎𝑡|𝑠𝑡 −

∇𝑎𝑡
𝑄 𝑠𝑡 , 𝑎𝑡 ∇𝜃𝑓𝜃 𝜖𝑡; 𝑠𝑡  
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   Q  k + 1 =  𝒯 𝜋  Q k


   Q k


  k → ∞


   r 𝜋  (   s t ,  a t ) ≜ r  (   s t ,  a t ) +  𝔼   s  t + 1 ∼ p  [  ℋ  (  𝜋  (  ⋅ |  s  t + 1 ) ) ]


  Q  (   s t ,  a t ) ←  r 𝜋  (   s t ,  a t ) + 𝛾  𝔼   s  t + 1 ∼ p ,    a  t + 1 ∼ 𝜋  [  Q  (   s  t + 1 ,  a  t + 1 ) ]


   𝜋  n e w  ( ⋅ |   s t ) =   arg ⁡      min   𝜋 ′ ∈   Π ⁡   D  K L  (   𝜋 ′  (  ⋅ |  s t ) ∥  e   Q   𝜋  o l d  (   s t , ⋅ ) −   log ⁡   Z   𝜋  o l d  (   s t ) )


   𝜋  n e w  ( ⋅ |   s t ) =   arg ⁡      min   𝜋 ′ ∈   Π ⁡   J   𝜋  o l d  (   𝜋 ′  (  ⋅ |  s t ) )


   J   𝜋  o l d  (   𝜋  n e w  (  ⋅ |  s t ) ) ≤  J   𝜋  o l d  (   𝜋  o l d  (  ⋅ |  s t ) )


   𝔼   a t ∼  𝜋  n e w  [    log ⁡   𝜋  n e w  (   a t ,    s t ) −  Q   𝜋  o l d  (   s t ,  a t ) +   log ⁡   Z   𝜋  o l d  (   s t ) ] ≤  𝔼   a t ∼  𝜋  o l d  [    log ⁡   𝜋  o l d  (   a t ,    s t ) −  Q   𝜋  o l d  (   s t ,  a t ) +   log ⁡   Z   𝜋  o l d  (   s t ) ]


   Z   𝜋  o l d


   𝔼   a t ∼  𝜋  n e w  [   Q   𝜋  o l d  (   s t ,  a t ) −   log ⁡   𝜋  n e w  (   a t |  s t ) ] ≥  V   𝜋  o l d  (   s t )


   Q   𝜋  o l d  (   s t ,  a t ) = r  (   s t ,  a t ) + 𝛾  𝔼   s  t + 1 ∼ p  [   V   𝜋  o l d  (   s  t + 1 ) ]


   Q   𝜋  o l d  (   s t ,  a t ) ≤ r  (   s t ,  a t ) + 𝛾  𝔼   s  t + 1 ∼ p  [   𝔼   a  t + 1 ∼  𝜋  n e w  [   Q   𝜋  o l d  (   s  t + 1 ,  a  t + 1 ) −   log ⁡   𝜋  n e w  (   a  t + 1 |  s  t + 1 ) ] ]


   J V  (   w V ) =  𝔼   s t ∼ 𝒟  [   1 2    (   V   w V  (   s t ) −  𝔼   a t ∼  𝜋 𝜃  [   Q   w Q  (   s t ,  a t ) −   log ⁡   𝜋 𝜃  (   a t |  s t ) ] ) 2 ]


   J Q  (   w Q ) =  𝔼   (   s t ,  a t ) ∼ 𝒟  [   1 2    (   Q   w Q  (   s t ,  a t ) −  Q ^  (   s t ,  a t ) ) 2 ]


   Q ^  (   s t ,  a t ) = r  (   s t ,  a t ) + 𝛾  𝔼   s  t + 1 ∼ p  [   V     w - v  (   s  t + 1 ) ]


   J 𝜋  ( 𝜃 ) =  𝔼   s t ∼ 𝒟  [   D  K L  (   𝜋 𝜃  (  ⋅ |  s t ) ∥  e   Q   w Q  (   s t , ⋅ ) −   log ⁡   Z   w Q  (   s t ) ) ]


   w V ,      w - V ,    w Q , 𝜃


  i t e r a t i o n = 1 , 2 , …


  t i m e s t e p = 1 , 2 , … , N


   a t ∼  𝜋 𝜃  (   a t |  s t )


   s  t + 1 ∼ p  (   s  t + 1 |  s t ,  a t )


  𝒟 ← 𝒟 ∪  {   (   s t ,    a t ,   r  (   s t ,  a t ) ,  s  t + 1 ) }


  t i m e s t e p = 1 , 2 , … , N


   w V ←  w V −  𝜆 V    ∇ ^   w V  J V  (   w V )


   w   Q i ←  w   Q i −  𝜆   Q i    ∇ ^   w   Q i  J Q  (   w   Q i )  


    i ∈  {  1 ,   2 }


  𝜃 ← 𝜃 −  𝜆 𝜋    ∇ ^ 𝜃  J 𝜋  ( 𝜃 )


     w - V ← 𝜏  w V +  (  1 − 𝜏 )    w - V


   Q 𝜋  (   s t ,  a t ) =  𝔼   s  t + 1 ,    a  t + 1 , …  [   ∑  l = 0 ∞   𝛾 l r (  s  t + l ) ]


   V 𝜋  (   s t ) =  𝔼   a t ,    s  t + 1 , …    [   ∑  l = 0 ∞   𝛾 l r (  s  t + l ) ]


   V  i + 1   𝜋 k  ( s ) =  ∑   s ′  P  (   s ′ |  s ,  𝜋 k  ( s ) )  [  r + 𝛾  V i   𝜋 k  (   s ′ ) ]


   𝜋  k + 1  ( s ) =   argmax a  ∑   s ′  P  (   s ′ |  s , a )  [  r + 𝛾  V   𝜋 k  (   s ′ ) ]


  ∇ J  ( 𝜃 ) =  𝔼 𝜋  [   G t   ∇ 𝜋  ( a |  s , 𝜃 )  𝜋  ( a |  s , 𝜃 ) ]


  ∇ J  ( 𝜃 ) ∝  ∑ s  𝜇  ( s )  ∑ a   (   q 𝜋  (  s , a ) − b  ( s ) ) ∇ 𝜋  ( a |  s , 𝜃 )


  ∇ J  ( 𝜃 ) =  𝔼 𝜋  [   ∇ 𝜃   log ⁡   𝜋 𝜃  (   a t |     s t )    A ^ t ]


   𝜌 𝜋 :


  𝜋


   𝜌 𝜋  (   s t )


   𝜌 𝜋 (  s t ,  a t )


  𝜋 (  s t ,    a t )


  J  ( 𝜋 ) =  ∑  t = 0 T   𝔼    ( s t ,  a t ) ∼  𝜌 𝜋  [  r  (   s t ,  a t ) + 𝛼 ℋ  (  𝜋 ( ⋅ |  s t ) ) ]


   𝒯 𝜋 Q  (   s t ,  a t ) ≜ r  (   s t ,  a t ) + 𝛾  𝔼   s  t + 1 ∼ p  [  V  (   s  t + 1 ) ]


  V  (   s t ) =  𝔼   a t ∼ 𝜋  [  Q  (   s t ,  a t ) −   log ⁡  𝜋  (   a t |  s t ) ]


   Z   𝜋  o l d  (   s t )


  𝜃


   w V


   w Q


     ∇ ^   w V  J V  (   w V ) =  ∇   w V  V   w V  (   s t )  (   V   w V  (   s t ) −  𝔼   a t ∼  𝜋 𝜃  [   Q   w Q  (   s t ,  a t ) −   log ⁡   𝜋 𝜃  (   a t |  s t ) ] )


     ∇ ^   w Q    J Q  (   w Q ) =  ∇   w Q  Q   w Q  (   s t ,  a t )  (   Q   w Q  (   s t ,  a t ) − r  (   s t ,  a t ) − 𝛾  V     w - v  (   s  t + 1 ) )


   Q ^  (   s t ,  a t ) = r  (   s t ,  a t ) + 𝛾  𝔼   s  t + 1 ∼ p  [   V     w - v  (   s  t + 1 ) ]


   a t =  f 𝜃  (   𝜖 t ;  s t )


     ∇ ^ 𝜃    J 𝜋  ( 𝜃 ) =  ∇ 𝜃   log ⁡   𝜋 𝜃  (   a t |  s t ) +  (   ∇   a t   log ⁡   𝜋 𝜃  (   a t |  s t ) −  ∇   a t Q  (   s t ,  a t ) )  ∇ 𝜃  f 𝜃  (   𝜖 t ;  s t )



