
• Clipped Surrogate Objective

– 𝔼𝜋 min
𝜋𝜃 𝑎𝑡| 𝑠𝑡

𝜋𝜃𝑜𝑙𝑑
𝑎𝑡| 𝑠𝑡

 መ𝐴𝑡 , clip
𝜋𝜃 𝑎𝑡| 𝑠𝑡

𝜋𝜃𝑜𝑙𝑑
𝑎𝑡| 𝑠𝑡

, 1 − 𝜖, 1 + 𝜖  መ𝐴𝑡

• Adaptive KL Penalty Coefficient
(Worse Performance Experimentally)

– 𝔼𝜋
𝜋𝜃 𝑎𝑡| 𝑠𝑡

𝜋𝜃𝑜𝑙𝑑
𝑎𝑡| 𝑠𝑡

 መ𝐴𝑡 − 𝐶𝐷𝐾𝐿 𝜋𝜃𝑜𝑙𝑑
⋅ 𝑠𝑡 , 𝜋𝜃(⋅ |𝑠𝑡)

– 𝑑 = ෡𝔼𝑡 𝐷𝐾𝐿 𝜋𝜃𝑜𝑙𝑑
⋅ |𝑠𝑡 , 𝜋𝜃 ⋅ |𝑠𝑡

– If 𝑑 <
𝑑𝑡

1.5
, 𝐶 ←

𝐶

2
   elseif 𝑑 > 1.5𝑑𝑡 , 𝐶 ← 2𝐶

• Performance function (at 𝑡𝑖𝑚𝑒𝑠𝑡𝑒𝑝 =  𝑡) optimization 

problem in policy gradient methods:

– ∇𝐽 𝜃 = 𝔼𝜋 ∇𝜃 ln 𝜋𝜃 𝑎𝑡| 𝑠𝑡
መ𝐴𝑡 ← Gradient equation

– 𝐽 𝜃 = 𝔼𝜋 ln 𝜋𝜃 𝑎𝑡| 𝑠𝑡
መ𝐴𝑡 ← Maximize this cost function

– 𝜃𝑡+1 = 𝜃𝑡 + 𝛼 መ𝐴𝑡∇ ln 𝜋 𝑎𝑡|𝑠𝑡 , 𝜃𝑡 ⇒ 𝜃𝑛𝑒𝑤 ≫ 𝜃𝑜𝑙𝑑

– How to set step size for update?

• Conservative policy (Kakade & 

Langford, 2002):

– 𝜋𝑛𝑒𝑤 𝑎 𝑠 = 1 − 𝛼 𝜋𝑜𝑙𝑑 𝑎 𝑠 + 𝛼𝜋′(𝑎|𝑠)

• Trust Region (at 𝑡𝑖𝑚𝑒𝑠𝑡𝑒𝑝 =  𝑡) 

Methods:

– Maximize, 𝐽 𝜃 = 𝔼𝜋
𝜋𝜃 𝑎𝑡| 𝑠𝑡

𝜋𝜃𝑜𝑙𝑑
𝑎𝑡| 𝑠𝑡

 መ𝐴𝑡

– 𝑠. 𝑡.  ෡𝔼 𝐾𝐿 𝜋𝜃𝑜𝑙𝑑
, 𝜋𝜃 ≤ 𝛿

• For more flexibility:

– Maximize 𝔼𝜋
𝜋𝜃 𝑎𝑡| 𝑠𝑡

𝜋𝜃𝑜𝑙𝑑
𝑎𝑡| 𝑠𝑡

 መ𝐴𝑡 − 𝐶𝐷𝐾𝐿 𝜋𝜃𝑜𝑙𝑑
⋅ 𝑠𝑡 , 𝜋𝜃(⋅ |𝑠𝑡)

– Difficult to choose a single value of 𝐶 for different problems.

(Experimentally demonstrated) 
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Algorithm 1: PPO, Actor – Critic Style

for 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛 = 1,2, … do

      for 𝑎𝑐𝑡𝑜𝑟 = 1,2, … , 𝑁 do

           Run policy 𝜋𝜃𝑜𝑙𝑑
 in environment for 𝑇 timesteps

            Compute advantage estimates መ𝐴1, … , መ𝐴𝑇

      end for

     Optimize surrogate 𝐿 w.r.t. 𝜃, with 𝐾 epochs and 

     minibatch size 𝑀 ≤ 𝑁𝑇
     𝜃𝑜𝑙𝑑 ← 𝜃

end for

11 − 𝜖

𝐴 < 0

0 𝑟

𝐿𝐶𝐿𝐼𝑃

𝐴 > 0

1 + 𝜖10 𝑟

𝐿𝐶𝐿𝐼𝑃

Penalty

𝑄𝜋 𝑠𝑡 , 𝑎𝑡 = 𝔼𝑠𝑡+1,𝑎𝑡+1,… ∑𝑙=0
∞ 𝛾𝑙𝑟(𝑠𝑡+𝑙) ,

𝑉𝜋 𝑠𝑡 = 𝔼𝑎𝑡,𝑠𝑡+1,… ∑𝑙=0
∞ 𝛾𝑙𝑟(𝑠𝑡+𝑙) ,

𝐴𝜋 𝑠, 𝑎 = 𝑄𝜋 𝑠, 𝑎 − 𝑉𝜋(𝑠) 

Policy Evaluation

𝑉𝑖+1
𝜋𝑘 𝑠 = ∑𝑠′ 𝑃 𝑠′ 𝑠, 𝜋𝑘 𝑠 𝑟 + 𝛾𝑉𝑖

𝜋𝑘 𝑠′  

Policy Improvement

𝜋𝑘+1 𝑠 = argmax
𝑎

∑𝑠′ 𝑃 𝑠′ 𝑠, 𝑎 𝑟 + 𝛾𝑉𝜋𝑘 𝑠′  

n – step return:

𝐺𝑡:𝑡+𝑛 = 𝑅𝑡+1 + 𝛾𝑅𝑡+2 + ⋯ + 𝛾𝑛 ො𝑣(𝑠𝑡+𝑛) 

∇𝐽 𝜃 = 𝔼𝜋 𝐺𝑡
∇𝜋 𝑎 𝑠, 𝜃
𝜋 𝑎 𝑠, 𝜃  

∇J 𝜃 ∝ ∑𝑠 𝜇 𝑠 ∑𝑎 𝑞𝜋 𝑠, 𝑎 − 𝑏 𝑠 ∇𝜋 𝑎 𝑠, 𝜃  

∇𝐽 𝜃 = 𝔼𝜋 ∇𝜃 log 𝜋𝜃 𝑎𝑡| 𝑠𝑡
መ𝐴𝑡  

Expected discounted reward for a 

stochastic policy 𝜋𝜃: 
𝜂 𝜃 = 𝔼𝑠0 ,𝑎0 ,… ∑𝑡=0

∞ 𝛾𝑡𝑟 𝑠𝑡  

𝑎𝑡 ∼ 𝜋 𝑎𝑡 𝑠𝑡 , 𝜃), 𝑠𝑡+1 ∼ 𝑃 𝑠𝑡+1|𝑠𝑡 , 𝑎𝑡  ∀ 𝑡 ≥ 0

State ‘s’ distribution: 𝜌 𝑠

𝜂 𝛽 = 𝜂 𝜃 + 𝔼𝑠0 ,𝑎0 ,…∼𝜋𝛽
∑𝑡=0

∞ 𝛾𝑡𝐴𝜋𝜃
𝑠𝑡 , 𝑎𝑡  

𝜂 𝛽 = 𝜂 𝜃 + ∑𝑠 𝜌𝛽 𝑠 ∑𝑎 𝜋𝛽 𝑎 𝑠 𝐴𝜋𝜃
𝑠, 𝑎  

Local approximation to 𝜂:

𝐽𝜋𝜃
𝛽 = 𝜂 𝜃 + ∑𝑠 𝜌𝜋𝜃

𝑠 ∑𝑎 𝜋𝛽 𝑎|𝑠 𝐴𝜋𝜃
(𝑠, 𝑎) 

Doesn’t specify a step size

Complex dependency of 𝜌𝛽 𝑠 on 𝛽 

is difficult to optimize
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   𝔼 𝜋  [    min ⁡   (     𝜋 𝜃  (   a t |     s t )   𝜋   𝜃  o l d  (   a t |     s t )      A ^ t , clip  (     𝜋 𝜃  (   a t |     s t )   𝜋   𝜃  o l d  (   a t |     s t ) ,   1 − 𝜖 ,   1 + 𝜖 )      A ^ t ) ]


   𝔼 𝜋  [     𝜋 𝜃  (   a t |     s t )   𝜋   𝜃  o l d  (   a t |     s t )      A ^ t − C  D  K L  [   𝜋   𝜃  o l d  ( ⋅ |   s t ) ,    𝜋 𝜃 ( ⋅ |  s t ) ] ]


  d =    𝔼 ^ t  [   D  K L  [   𝜋   𝜃  o l d  (  ⋅ |  s t ) ,    𝜋 𝜃  (  ⋅ |  s t ) ] ]


  d <    d t  1 . 5 ,     C ←  C 2


  d >   1 . 5 d t ,   C ← 2 C


  t i m e s t e p   =   t


  ∇ J  ( 𝜃 ) =  𝔼 𝜋  [   ∇ 𝜃   ln ⁡   𝜋 𝜃  (   a t |     s t )    A ^ t ] ←


  J  ( 𝜃 ) =  𝔼 𝜋  [    ln ⁡   𝜋 𝜃  (   a t |     s t )    A ^ t ] ←


   𝜃  t + 1 =  𝜃 t + 𝛼    A ^ t ∇   ln ⁡  𝜋  (   a t |  s t ,    𝜃 t ) ⇒  𝜃  n e w ≫  𝜃  o l d


   𝜋  n e w  ( a | s ) =  (  1 − 𝛼 )  𝜋  o l d  ( a | s ) + 𝛼 𝜋 ′ ( a | s )


  t i m e s t e p   =   t


  J  ( 𝜃 ) =  𝔼 𝜋  [     𝜋 𝜃  (   a t |     s t )   𝜋   𝜃  o l d  (   a t |     s t )      A ^ t ]


  s . t .        𝔼 ^  [  K L  [   𝜋   𝜃  o l d ,      𝜋 𝜃 ] ] ≤ 𝛿


   𝔼 𝜋  [     𝜋 𝜃  (   a t |     s t )   𝜋   𝜃  o l d  (   a t |     s t )      A ^ t − C  D  K L  [   𝜋   𝜃  o l d  ( ⋅ |   s t ) ,    𝜋 𝜃 ( ⋅ |  s t ) ] ]


  C


  i t e r a t i o n = 1 , 2 , …


  a c t o r = 1 , 2 , … , N


   𝜋   𝜃  o l d


  T


     A ^ 1 , … ,      A ^ T


  L


  𝜃


  K


  M ≤ N T


   𝜃  o l d ← 𝜃


  1


  1 − 𝜖


  A < 0


  0


  r


   L  C L I P


  A > 0


  1 + 𝜖


  1


  0


  r


   L  C L I P


   Q 𝜋  (   s t ,  a t ) =  𝔼   s  t + 1 ,    a  t + 1 , …  [   ∑  l = 0 ∞   𝛾 l r (  s  t + l ) ]


   V 𝜋  (   s t ) =  𝔼   a t ,    s  t + 1 , …    [   ∑  l = 0 ∞   𝛾 l r (  s  t + l ) ]


   A 𝜋  (  s , a ) =  Q 𝜋  (  s , a ) −  V 𝜋 ( s )


   V  i + 1   𝜋 k  ( s ) =  ∑   s ′  P  (   s ′ |  s ,  𝜋 k  ( s ) )  [  r + 𝛾  V i   𝜋 k  (   s ′ ) ]


   𝜋  k + 1  ( s ) =   argmax a  ∑   s ′  P  (   s ′ |  s , a )  [  r + 𝛾  V   𝜋 k  (   s ′ ) ]


   G  t : t + n =  R  t + 1 + 𝛾  R  t + 2 + … +  𝛾 n  v ^ (  s  t + n )


  ∇ J  ( 𝜃 ) =  𝔼 𝜋  [   G t   ∇ 𝜋  ( a |  s , 𝜃 )  𝜋  ( a |  s , 𝜃 ) ]


  ∇ J  ( 𝜃 ) ∝  ∑ s  𝜇  ( s )  ∑ a   (   q 𝜋  (  s , a ) − b  ( s ) ) ∇ 𝜋  ( a |  s , 𝜃 )


  ∇ J  ( 𝜃 ) =  𝔼 𝜋  [   ∇ 𝜃   log ⁡   𝜋 𝜃  (   a t |     s t )    A ^ t ]


   𝜋 𝜃


  𝜂  ( 𝜃 ) =  𝔼   s 0 ,    a 0 , …  [   ∑  t = 0 ∞   𝛾 t r  (   s t ) ]


   a t ∼ 𝜋  (   a t |  s t , 𝜃 ) ,


   s  t + 1 ∼ P  (   s  t + 1 |  s t ,    a t )   ∀   t ≥ 0


  𝜌  ( s )


  𝜂  ( 𝛽 ) = 𝜂  ( 𝜃 ) +  𝔼   s 0 ,    a 0 , … ∼  𝜋 𝛽  [   ∑  t = 0 ∞   𝛾 t  A   𝜋 𝜃  (   s t ,  a t ) ]


  𝜂  ( 𝛽 ) = 𝜂  ( 𝜃 ) +  ∑ s   𝜌 𝛽  ( s )  ∑ a   𝜋 𝛽  ( a | s )  A   𝜋 𝜃  (  s , a )


  𝜂


   J   𝜋 𝜃  ( 𝛽 ) = 𝜂  ( 𝜃 ) +  ∑ s   𝜌   𝜋 𝜃  ( s )  ∑ a   𝜋 𝛽  (  a | s )  A   𝜋 𝜃 ( s , a )


   𝜌 𝛽  ( s )


    𝛽



