Actor — Critic Algorithms

V*(s) = max Yo P(s'[s, a)(r + yV*(s’))
Vier1(s) = max Y, P(s'ls, a)[r + yVie (s")]
Q'(5,@) = Sy p(s'ls,0) [r +y maxQ'(s',a")]

Qu1(8) = By P(s'ls,a) [r+y - max Qi(s', )]
Policy Evaluation

Vih(s) = Xy P(s'ls, me () [r + vV (sN)]
Policy Improvement

T4 (S) = argflnaxzsr P(s'|s,a)[r + yV™(s")]
Q — Learning:

Qi+1(s,a) « Qi(s,a) +a (T +y:

HZIE)X Qi(s",a") — Qi(s, a))

DQN Update:

Ore1 = O + a(ye — Qs ap; 9))VetQ(5t, a; 0p)
DQN Q Update:

Q(se, ag; Op1) = Q(se, a5 0) + a()’t -

Q(sy ar;6,)) ||Vth(st, a; Ht)||z

n — step return:

Get+n = Reva + YRegz2 + -+ ¥ 0(St4n)
Steady state distributions: u;(s)

Policy Gradient

eh(s,a,é))

— Parameterized policy: n(als,8) = S SRGE0)
, ehGsh,

— Action preference, h(s,a,0) = 0Tx(s,a) (for discrete action)
Steady state distribution, u,

— Special distribution under which, if actions are selected
according m, state distribution is not changed.

- Ysln(s) Xam(als)p(s'ls, a) = ur(s")
Policy gradient theorem
— Expectation of sample gradient « Actual.gradient of the
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performance measure
- V](Q) X Zs ,Ll(S) Za qn(s; a)VT[(a|s, 9)

Algorithm 1: Actor — Critic Algorithms

- 2su(s) Xq qr(s,a)Vn(als, 6)
- ErlXa qx(s,@)Vn(als, 6)]

qn(s,a)(Vn'(a|S, 9))]

- E,|Y.m(als,6) (als, 8)

[4n(s.a)(vr(als, 0))
n(als, 0)

vr(als, 6)
|t =(als, 6)

Input: a differentiable policy parameterization n(als, 6)
Input: a differentiable state — value function parameterization (s, w)
Parameters: step sizes a? > 0,a¥ >0
Initialize policy parameter 6 € R% and state — value weights w € R%
For episode = 1, M do

Initialize S

<1
Fort=1,Tdo
a~mn(-1S,6)

Take action a, observe S’, R
Gr « R+y9(S",w)
w e w+ aVG V(S w)
0«6+ a’lG,VInn(als,6)
[« Al
S« S’
end For
end For

(if " is terminal, then 9(S’,w) = 0)
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  𝜋  (  a | s ,   𝜃 ) =    e  h  (  s , a , 𝜃 )   ∑ b   e  h  (  s , b , 𝜃 )


  h  (  s , a , 𝜃 ) =  𝜃 T x ( s , a )


   𝜇 𝜋


  𝜋


   ∑ s   𝜇 𝜋 ( s )  ∑ a  𝜋  ( a | s ) p (  s ′ | s , a ) =  𝜇 𝜋  (   s ′ )


  ∝


  ∇ J  ( 𝜃 ) ∝  ∑ s  𝜇  ( s )  ∑ a   q 𝜋  (  s , a ) ∇ 𝜋 ( a | s , 𝜃 )


   ∑ s  𝜇  ( s )  ∑ a   q 𝜋  (  s , a ) ∇ 𝜋  ( a |  s , 𝜃 )


   𝔼 𝜋  [   ∑ a   q 𝜋  (  s , a ) ∇ 𝜋  ( a |  s , 𝜃 ) ]


   𝔼 𝜋  [   ∑ a  𝜋 ( a | s , 𝜃 )    q 𝜋  (  s , a )  (  ∇ 𝜋  ( a |  s , 𝜃 ) )  𝜋  ( a |  s , 𝜃 ) ]


   𝔼 𝜋  [     q 𝜋  (  s , a )  (  ∇ 𝜋  ( a |  s , 𝜃 ) )  𝜋  ( a |  s , 𝜃 ) ]


   𝔼 𝜋  [   G t   ∇ 𝜋  ( a |  s , 𝜃 )  𝜋  ( a |  s , 𝜃 ) ]


   V ∗  ( s ) =     max a ⁡   ∑   s ′  P  (   s ′ |  s , a )  (  r + 𝛾  V ∗  (  s ′ ) )


   V  k + 1 ∗  ( s ) =   max a  ∑   s ′  P  (   s ′ |  s , a )  [  r + 𝛾  V k ∗  (   s ′ ) ]


   Q ∗  (  s , a ) =  ∑   s ′  p  (   s ′ |  s , a )  [  r + 𝛾     max   a ′ ⁡   Q ∗ (  s ′ ,  a ′ ) ]


   Q  i + 1  ( s ) ←  ∑   s ′  P  (   s ′ |  s , a , )  [  r + 𝛾 ⋅     max   a ′ ⁡   Q i  (   s ′ ,  a ′ ) ]


   V  i + 1   𝜋 k  ( s ) =  ∑   s ′  P  (   s ′ |  s ,  𝜋 k  ( s ) )  [  r + 𝛾  V i   𝜋 k  (   s ′ ) ]


   𝜋  k + 1  ( s ) =   argmax a  ∑   s ′  P  (   s ′ |  s , a )  [  r + 𝛾  V   𝜋 k  (   s ′ ) ]


   Q  i + 1  (  s , a ) ←  Q i  (  s , a ) + 𝛼  (  r + 𝛾 ⋅     max   a ′ ⁡   Q i  (   s ′ ,  a ′ ) −  Q i  (  s , a ) )


   𝜃  t + 1 =  𝜃 t + 𝛼  (   y t − Q  (   s t ,  a t ; 𝜃 ) )  ∇   𝜃 t Q  (   s t ,    a t ;  𝜃 t )


  Q  (   s t ,    a t ;  𝜃  t + 1 ) ≈ Q  (   s t ,    a t ; 𝜃 ) + 𝛼  (   y t − Q  (   s t ,    a t ;  𝜃 t ) )    |   |   ∇   𝜃 t Q  (   s t ,    a t ;  𝜃 t ) | | 2 2


   G  t : t + n =  R  t + 1 + 𝛾  R  t + 2 + … +  𝛾 n  v ^ (  s  t + n )


   𝜇 𝜋 ( s )


  𝜋  (  a | s , 𝜃 )


   v ^  (  s , w )


   𝛼 𝜃 > 0 ,    𝛼 w > 0


  𝜃 ∈  ℝ   d ′


  w ∈  ℝ d  


  S


  I ← 1


  a ∼ 𝜋  (  ⋅ | S ,   𝜃 )


  a


   S ′ ,   R


   G t ← R + 𝛾  v ^  (   S ′ , w )


   S ′


   v ^  (   S ′ , w ) = 0


  w ← w +  𝛼 w  G t ∇  v ^  (  S , w )


  𝜃 ← 𝜃 +  𝛼 𝜃 I  G t ∇   ln ⁡  𝜋  (  a | S , 𝜃 )


  I ← 𝜆 I


  S ←  S ′



