Double Learning

Transition Probability,

P(s,a,s")

Return, Gy = Y3 Y11k

V*(s) = max Yo P(s'ls, a)(r + yV*(s’))
Vier1(s) = max 3 P(s'ls, a)[r +y Vi (s")]
Q'(s,0) = Ly p(s'ls, @ [r +y max Q" (5", a")|

Quar(s) = Xy P(s'ls, ) [r +y - max Qi(s',a)|
Policy Evaluation

VFE(s) = Bg P(s'ls, me())[r + vV (s7)]
Policy Improvement

Ty1(8) = arg‘rlnaXZsr P(s'ls,a)[r + yV™(s")]
Q - Learning:

Qir1(s,a) « Qi(s,a) + a (r +y-

n}l?,ix Qi(s',a") — Q;(s, a))

DQN Update:

Ot =0 + a()’t — Q(se, ag; 9))V95Q(St, as; 0;)
DQN Q Update:

Q(se, ap; 0e1) = Qsy,at;0) + a(ye —

Qs ai;6,)) ||V9tQ(st,at; 99”2

- Yye=r+vyQ (5t+1,arg max Q(St+1:a)) i Alien Space Invaders :
- yP=r+yQ (sHl,arg max Q(s¢r1,a) ) — 2 value functions jé . B ‘g
Train 2 independent Q-networks: Qg & Qg ? ) 6 . _
. = J"
 Double Deep Q -Learning S 10 i 4 V | |
- yP=r+yQ (sHl,argm;\X Q(st41,a;0,) ; 9{) — target network 0 50 100 150 200 0 50 100 150 200

yi =1 +y max Qo (si, a;)

Double Q — Learning

— Decouple action selection from evaluation.

Time Pilot Zaxxon
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Double DQN estimate
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Double DQN true value
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Qp : Trained to select actions Algorithm 1: Double Deep Q — Learning with Experience Replay

Q 0" Trained to evaluate action Initialize replay memory D to capacity V'

Initialize Q(0) & Q'(6') with random weights
For episode = 1, M do

NOTE: Initialize sequence s,

When combined with_ the target
network trick to avoid shifting
targets: Four networks will have
to be trained.

Fort=1,Tdo

with probability € select a random action a;
otherwise select a, = maxQ*(s;, a; 8)
a
Execute action a; in emulator and observe reward r; and next state sy,
Store transition (s;, ag, 13, S¢41) in D
Sample random minibatch of transitions (sj, a}-,rj,sj+1) from D
7 ; for terminal sj4q
Set y; = , ,
r+yQ (sj+1, argmax Q(sj+1, a; 0) ;0 ) ; for non — terminal sj, 4

2
Perform a gradient descent step on (yj - Q(sj, aj; 9))

end For
end For
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   y i =  r i + 𝛾 ⋅   max   a ′    Q 𝜃  (   s i ′ ,  a i ′ )


   y t = r + 𝛾 Q  (   s  t + 1 ,   arg ⁡      max a ⁡  Q  (   s  t + 1 ,   a   )   )


   y t D = r + 𝛾  Q ′  (   s  t + 1 ,   arg ⁡      max a ⁡  Q  (   s  t + 1 ,   a   )   ) → 2   value   functions


   Q 𝜃


   Q   𝜃 ′


   y t D = r + 𝛾 Q  (   s  t + 1 ,   arg ⁡      max a ⁡  Q  (   s  t + 1 ,   a ;  𝜃 t ) ;  𝜃 t ′ ) → target   network


   Q 𝜃


   Q   𝜃 ′


  T r a n s i t i o n   P r o b a b i l i t y ,  


  P  (  s , a , s ′ )


  R e t u r n ,    G t =  ∑  k = 0 ∞   𝛾 k  r  t + k


   V ∗  ( s ) =     max a ⁡   ∑   s ′  P  (   s ′ |  s , a )  (  r + 𝛾  V ∗  (  s ′ ) )


   V  k + 1 ∗  ( s ) =   max a  ∑   s ′  P  (   s ′ |  s , a )  [  r + 𝛾  V k ∗  (   s ′ ) ]


   Q ∗  (  s , a ) =  ∑   s ′  p  (   s ′ |  s , a )  [  r + 𝛾     max   a ′ ⁡   Q ∗ (  s ′ ,  a ′ ) ]


   Q  i + 1  ( s ) ←  ∑   s ′  P  (   s ′ |  s , a , )  [  r + 𝛾 ⋅     max   a ′ ⁡   Q i  (   s ′ ,  a ′ ) ]


   V  i + 1   𝜋 k  ( s ) =  ∑   s ′  P  (   s ′ |  s ,  𝜋 k  ( s ) )  [  r + 𝛾  V i   𝜋 k  (   s ′ ) ]


   𝜋  k + 1  ( s ) =   argmax a  ∑   s ′  P  (   s ′ |  s , a )  [  r + 𝛾  V   𝜋 k  (   s ′ ) ]


   Q  i + 1  (  s , a ) ←  Q i  (  s , a ) + 𝛼  (  r + 𝛾 ⋅     max   a ′ ⁡   Q i  (   s ′ ,  a ′ ) −  Q i  (  s , a ) )


   𝜃  t + 1 =  𝜃 t + 𝛼  (   y t − Q  (   s t ,  a t ; 𝜃 ) )  ∇   𝜃 t Q  (   s t ,    a t ;  𝜃 t )


  Q  (   s t ,    a t ;  𝜃  t + 1 ) ≈ Q  (   s t ,    a t ; 𝜃 ) + 𝛼  (   y t − Q  (   s t ,    a t ;  𝜃 t ) )    |   |   ∇   𝜃 t Q  (   s t ,    a t ;  𝜃 t ) | | 2 2


  𝒟


  𝒩


  Q ( 𝜃 )


   Q ′  (   𝜃 ′ )


   s 1


  𝜖


   a t


   a t =   max a  Q ∗  (   s t , a ; 𝜃 )


   a t


   r t


   s  t + 1


   (   s t ,    a t ,    r t ,    s  t + 1 )


  𝒟


   (   s j ,    a j ,    r j ,    s  j + 1 )


  𝒟


   y j =  {       r j                                                                                                                                                       ; f o r   t e r m i n a l    s  j + 1                               r j + 𝛾 Q  (   s  j + 1 ,   arg ⁡      max a ⁡  Q  (   s  j + 1 ,   a ; 𝜃 ) ;  𝜃 ′ ) ; f o r   n o n − t e r m i n a l    s  j + 1  


     (   y j − Q  (   s j ,    a j ; 𝜃 ) ) 2



